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Phonotactic Reconstruction of Encrypted VoIP Conversations: Hookt on foniks 

 

 This article discusses a method of reversing an encrypted VoIP conversation through relatively 

simple means. It also brought up other possible security threats that may be present in this style of 

system. For the most part, no solutions were presented in this article. The main method described was 

also fairly interesting because it made no assumptions about the context of the conversations which 

made it quite useful when compared to other methods that need a context. 

 The biggest advantage that can be gained over these systems is that usually the endpoints of the 

conversation are “publicly” known. Knowing the endpoints of the conversation is critical because it gives 

a strong indication of the language(s) that are likely to be spoken by the involved parties.  This 

information is used later on as a means of applying language specific rules and dictionaries. 

 Another big weakness is that most of these systems use audio codecs that split the data into 

regularly sized packets. This regular size tells a lot of information about the data that is carried. For 

instance the sample rate and time frame can easily be gleaned. This is useful for finding phoneme 

sections and possibly word breaks in the conversation later. 

 Knowing the previously mentioned information the authors created a system that uses machine 

learning to create a script of a conversation using only audio snippets. Using training snippets they were 

able to train the system to recognize enough of the important information from a conversation to be 

usable and considered functional. They pulled their training data from an open repository of 

prerecorded samples with known scripts from a wide array of dialects of English. Having multiple 

dialects made the training more effective because of the difference in pronunciation and inflection. 

 The actual breaking down of individual snippets was done by finding known phonemes which 

are the basic building block of all languages. The phonemes, or sounds, were then put into the 

International Phonetic Alphabet (IPA). This rudimentary representation of phrases then enables the 

system to try and find where the words are actually located. Often we speak faster with few pauses 

between our words makes decipher words quite difficult to those unfamiliar with the spoken language. 

The system uses the language specific rules about which phonemes can be at the start of a word or 

surrounded by other phonemes to approximate, with some degree of accuracy, the words that they 

comprise. 

 There will obviously be some amount of error here from either a mispronunciation by the 

participants of the conversation or a misinterpretation by the system. The system handles this with two 

methods. One method is to locate valid words using a dictionary. If a word does not appear in the 

dictionary it may not be a valid word and so the closest valid word may be selected. The other method 

uses context clues from the sentence. The system knows how sentences are structured and uses what it 

knows of the rest of the sentence to figure out what should be in each spot. 

 Using these basic principles the group was able to achieve modest results. They admitted to 

there being much room for improvement and they could leverage many of the new techniques that 

have been recently published. In all this merely shows that even with encryption electronically mediated 

conversations are not truly safe. 


