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 Botnets have become a favorite tactic of computer criminals.  A botnet allows the 

criminal to control all of the infected machines.  In 2009, a team of researchers was able to take 

control of a large botnet for ten days.  The botnet that they took control of was known as the 

Torpig botnet. 

 The Torpig malware, called Mebroot, works by replacing the infected system’s Master 

Boot Record.  It does this by redirecting the user’s browser and initiating a drive-by download.  

Other infected modules are placed in the system32 directory.  The modules are encrypted so they 

are available to the malware even if the user reboots the system.  Mebroot communicates with 

the control server every two hours using encrypted HTTP requests.   

Mebroot has a list of domain names of primarily financial institutions.  When a user 

navigates to one of these pages, HTML is injected into the page in order to redirect the 

information such as credentials to a control server.  The page that is presented to the user looks 

the same as the valid page and the security certificate is valid as well.  This makes it very 

difficult for a user to tell the difference between a valid page and an infected page.  The collected 

credentials can be used to place charges on a user’s credit card.  It is estimated that the Torpig 

botnet could have made between $83,000 and $8.3 million in the 10 days that the researchers 

controlled it. 

 In order to take control of the botnet, the researchers had to figure out how the infected 

machines communicated with their control servers.  It was found that Torpig uses a technique 

known as domain flux.  In this technique, the bot generates a list of domain names and attempts 

to contact each one until the proper response is received.  The generation works by computing a 

“weekly” name which depends on the current week.  Next the bot attempts to reach the name 

plus .com, .net, and .biz.  If none of these domains are valid, the bot computes a “daily” name 

and tries again. 

 The research team was able to register the .com and .net domain names for a three week 

period before the criminals did.  This allowed the team to have all of the botnet traffic sent to 

their server instead of the criminals’.  The team was only able to keep control of the botnet for 10 

days, but in that time 8.7GB of data was collected. 



 The main item the researchers hoped to learn was the size of the botnet.  They had to do 

more analysis than simply counting the number of IP addresses that made requests to their 

server.  Due to things such as NAT and DHCP there were 1,247,642 unique IP addresses.  

Torpig gives each bot a unique ID based on a combination of the machine’s hardware and 

software configuration.  By reverse engineering the process of computing the unique ID, the 

researchers found that there were 182,914 bots in the botnet over the 10 day period.  The 

researchers also found that many of the passwords recovered were weak passwords.  They also 

found that many users reused the same credentials at multiple web services. 

 This article can help me in future development projects by knowing how botnets work.  It 

is much easier to write software to combat malware when it is known what needs to be protected.  

The article also discussed the ethical and legal considerations in conducting an experiment such 

as this.  The researchers established ethical criteria for the experiment.  They said that no user 

should be worse off and the public should benefit from the research.  This is also an aspect that 

could be applied in future projects that may involve collecting users’ data without their direct 

consent. 
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